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Abstract—We address the task of mapping a given textual
domain model with the source code of an application which is in
the same domain but was developed independently of the domain
model. The key novelty of our approach is to use mathematical
optimization to find a mapping between the elements in the two
sides that maximizes the instances of clusters of related elements
on each side being mapped to clusters of similarly related
elements on the other side. We describe experiments wherein
we apply our approach to the task of matching two real, open-
source applications to corresponding industry-standard domain
models. In comparison with previous approaches that leverage
relationships, but are formulated as heuristics rather than as a
principled optimization problem, our approach gives up to 40%
higher precision given a desired level of recall.

I. INTRODUCTION

Inferring links between textual documents (such as require-
ments documents) and the source code of applications is a
widely studied problem in the software engineering litera-
ture [1], [17], [25], [8], [15], [20], [21]. It has applications
such as enhancing the understandability of applications, and
making it easier to add functionality to them. Another pressing
task that is often faced by large organizations that is enabled
by these links is to extract high-level “business rules” from
old, legacy applications (which frequently have little or no
documentation). These business rules could then be used to
construct a new system based on new technologies to replace
the old system, while ensuring that the new system implements
the same business rules that the old system implemented [23],
[2].

Previous research on this problem has focused almost
exclusively on the problem of matching an application with
a requirements document that was originally used to guide
the development of the same application. However, in prac-
tice, many legacy systems often don’t have extant require-
ments documentation, or even consistent usage documentation.
Therefore, a modern trend is for organizations to use an
existing standard domain model as the document to link an
application with. Such standard domain models have already
been made available for various domains, e.g., by the company
SAP for the ERP (Enterprise Resource Planning) and CRM
(Customer Relationship Management) domains [9], by IBM
for the insurance domain [13], and by the open standards body
BIAN for the banking domain [3].

Our objective in doing the work that is described in this
paper was to understand and address the challenges in infer-

ring links from a domain model to an application that was
developed independently of the domain model. We discuss
these challenges shortly, in Section II. We summarize the
contributions of this paper as follows:
• We propose a natural quality metric for matchings be-

tween an application and a textual domain model, as-
suming that one or more relationships are present among
elements in both sides. The quality metric is based on a
novel notion of parallelism, which is able to flexibly re-
ward high-level structural similarity between the domain-
model elements and application elements, without insist-
ing on fine-grained structural isomorphism.

• We propose a novel optimization formulation to identify
a matching between the two sides, that leverages relation-
ships on both sides, and directly maximizes the quality
metric mentioned above.

• We evaluate an implementation of our approach on two
large and real case studies, one in the ERP domain,
and one in the CRM (customer relationship management)
domain.

• We compare the performance of our approach, with
classical IR-based approaches, and with two recent ap-
proaches that use relationships [21], [15]. We find that
for a given desired level of recall, our approach gives
precision that is between 16% to 125% more than that of
classical approaches, and more precision than the better-
performing of the two recent approaches by up to 40%.

The rest of this paper is structured as follows. Section II
motivates our problem, and discusses the challenges inherent
in solving the problem. Section III describes our approach.
Section IV introduces our case studies, while Section V
describes our empirical evaluation using our case studies.
Finally, we conclude the paper with a discussion of related
work in Section VI.

II. MOTIVATION

We consider as a case study the real, open-source ERP (En-
terprise Resource Planning) application JAllInOne [14], and
the standard domain model [9] for the ERP domain provided
by SAP. JAllInOne is a standalone UI-based and database-
oriented Java application, with a variety of screens, providing
different features. The source code is well modularized, in
that each source-file generally performs a single coherent
operation. For instance, the file LoadSuppliersAction.java lets



Fig. 1. Fragment of SAP’s ERP domain model

the user select a supplier record from the corresponding
database table and load this record on to the screen; the file
UpdatePurchaseDocAction.java contains logic to update the
purchase-order record that is currently being viewed in the
UI, and so on. JAllInOne consists of 1089 source files.

We now shift our attention to SAP’s ERP domain model,
which is a textual domain model. It contains, among other
things, a set of service descriptions, which we refer to
simply as “services”. As with JAllInOne, most of the ser-
vices in this domain model represent specific CRUD (Cre-
ate/Read/Update/Delete) operations on specific business enti-
ties. Related services that operate on a common business entity
are grouped into collections. The ERP domain model contains
1519 services in total, grouped into 630 collections. A small
fragment of the domain model is depicted in Fig 1. It shows
two collections, marked with the ‘#’ sign, named “Manage
Purchase Order In” and “Manage Material In”. Following the
name of each collection is an (optional) line beginning with
‘--’ which describes the collection. The figure shows three of
the services within the first collection, and one service within
the second. Each service has a name, e.g., “Change Purchase
Order”, and an optional description following the name.

This JAllInOne application was developed independently of
the SAP ERP domain model. However, upon perusal of the
source code as well as the domain model, it is quite clear
that certain source files of JAllInOne match certain services
in the domain model, and certain directories in JAllInOne
match certain collections in the domain model. In the rest of
this section we discuss the challenges in finding the matching
pairs of elements, and give the intuition behind out automated
approach for this problem.

A. Estimating hardness of the matching task

To estimate the hardness of matching the files in JAllInOne
with the services in the ERP domain model, we first manually
created a “ground truth” (or, ideal) matchingM between them.
This manual matching is a set of pairs (ai,mj), where ai is
a source file in the code and mj is a service in the domain
model. We present more details about this manual matching
in Section IV. Fig 2 (a-b) show a small fragment of the
manual matching. The vertices in Fig 2 (a) are source files
in JAllInOne, while the vertices in Fig 2 (b) are services in
the ERP domain model. The solid directed edges indicate re-
lationships which are explained in Sec III-A. The dashed blue
edges represent the manual matching between the files and
services. Intuitively, LoadPurchaseDocRowsAction.java in the

application and “Read Purchase Order” in the domain model
are concerned with loading an existing purchase order from
the database; LoadSuppliersAction.java and “Read Supplier
Data” with loading data about a supplier; UpdatePurchase-
DocAction.java and “Change Purchase Order” with updating
certain fields of an existing purchase order; and so on.

Classical approaches in the literature for the problem of
matching an application with a textual model [1], [17] are
based on computing similarity scores between all pairs of
application and domain-model elements based on their textual
descriptions alone, using principles from Information Retrieval
(IR) [16]. The top-k most similar source-code elements for
each textual model element (or vice versa) are emitted as the
output, where k ≥ 0 is a user parameter.

Where the application and the domain model are developed
independently, as in our setting, the classical approaches yield
poor results. To verify this, we implemented a variant of the
classical approaches (we discuss this more in Section V).
Let us denote the output from this implementation for the
application JAllInOne and the ERP domain model as O, which
is also a set of pairs of the form (ai,mj). We measured the
precision and recall of the automatically generated matchingO
relative to the manual matchingM. Here, recall and precision
are the percentage of pairs in O ∩M that are also present in
M and O, respectively. The results were sobering; at k = 1,
precision and recall were respectively 30% and 5%, while at
a much higher k = 40 precision and recall were respectively
5% and 50%. In other words, it is not possible to achieve a
high value for either of these metrics even if one is willing to
compromise heavily on the other metric.

B. Challenges in the matching task

We discuss below the key challenges in matching a domain
model with an independently developed application.

1) Multiple matches for a single entity: In our case study,
each source file with at least one matching service has more
than 5 matching services on the average. For instance, the
source file LoadCustomerAction.java, which retrieves a “cus-
tomer” record from the database based on the values of any
chosen subset of fields supplied by the user via the UI, matches
numerous services, such as “Read Customer”, “Read Customer
Basic Data”, “Find Customer by Elements”, “Find Customer
by Name and Address”, “Find Customer Simple By ID”, etc.

2) Different terminology: In our case study, there are major
differences in terminology on the two sides. For instance,
the term “Load” on the application-side corresponds to the
term “Read” on the model-side, the term “Item” to the term
“Material”, and so on. Many of these differences are evident
in the manual matching depicted in Fig 2. This is a challenge
for the textual similarity measure.

Fig 2(c) shows actual similarity scores among a sample of
(file,service) pairs in Fig 2 (a-b), according to the standard
similarity metric soft-tfidf [19]. The values are between 0
and 1, with 0 indicating low similarity and 1 indicating high
similarity. Note that while file a1 should ideally match only
service m1, it is equally similar with service m7. Similarly,
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Fig. 2. Application and model workflow, with an ideal matching

a7 is equally similar with m1 and m7, though ideally only m7

should match with it.
3) Sparseness of the match: As another characteristic of

independent development, in our manual matching M, only
323 of the 819 source files matched any service in the domain
model. The remaining 496 source files do not have any
matches. Correspondingly, only 223 of the 1519 services in
the domain model had at least one matching source file.

Taken together, these issues make it difficult for an approach
based only on textual similarity alone to achieve both high
precision and recall. Issue 1 requires a high value of k
to increase the recall. Issue 2 requires a low threshold for
discarding pairs based on similarity scores. Consequently, for
files/services that have no matches on the other side (and there
are several, as detailed in Issue 3), the algorithm generates
many false matches, thereby reducing the precision.

C. Improving the matching process using relationships

Recognizing the limitations of using textual similarity alone
to solve the matching problem, several recent approaches [25],
[15], [20], [21] additionally make use of relationships.

To illustrate, we explain the workflow relationship, which
plays an important role in our case study. A workflow is
a repeatable pattern of user-visible actions that is used to
achieve a meaningful outcome for the user. For instance,
Fig 2(a) shows the workflow in the application JAllInOne for
changing an existing purchase order. The relationship edges
(shown using arrows) indicate the order in which execution
enters the participating source files at run time when the
user is performing the task corresponding to the workflow.
For instance, using JAllInOne, to change an existing purchase
order, the user needs to (i) first invoke source file a1 to
identify and load the existing purchase order, and then (ii)
invoke source files a2-a6 to load onto the screen various other
entities that are referred to by the purchase order, such as the
supplier (a2), the supplier’s price-list (a3), etc. There are no
edges among the source files a2-a6 because the application
allows the corresponding entities to be loaded onto the screen
by the user in any order. Finally, (iii) the user modifies one
or more attributes of the existing purchase order and saves it
back (invoking a7).

Workflow relationships exist in the ERP domain model as
well. Fig 2(b) shows one such workflow, indicating the order
in which services need to be invoked to change an existing
purchase order.

Recent approaches [25], [15], [20], [21] make use of rela-
tionships among the source-code elements. For instance, if a
source file ai that should be matched with a service mi has
low textual similarity with mi, then a “neighboring” file aj
of ai (e.g., ai calls aj) that has higher similarity with mi can
“induce” ai to also match with mi.

Using only the relationships on the application-side can help
when related source-code files typically match with a single
domain model element. However, in the scenario depicted
in Fig 2, related source-code files are matched with distinct
but related services. For instance, a1 matches m1 and a1’s
follower a2 in the application workflow matches m1’s follower
m2 in the domain-model workflow. Here, any approach that
makes use only of application relationships may not see much
improvement over textual similarity based approaches. Except
one of the approaches named above [21], none of the others
use the relationships among the domain model elements.

Further, all the existing approaches [25], [15], [20], [21] use
adhoc heuristics to guide the matching process, without any
clear characterization of the matching that is eventually found.

We aim to address both of these shortcomings in this paper.

III. OUR APPROACH

In this section we formalize our problem statement. We
begin by describing our data and providing an intuition for
our goal. Then we formalize our notion of “parallelism”
among matching pairs, and discuss how this notion can help
in identifying clusters of elements on one side that match
similarly related clusters of elements on the other side. Finally,
we provide our optimization formulation that uses the notion
of parallelism to find a good matching.

A. Problem statement

We assume that we are given an application and a textual
domain model. The application is a set of elements A =
{a1, a2, . . . , a|A|}, and the domain model is also a set of
elements M = {m1,m2, . . . ,m|M|}. We assume that each
application element is of a certain “type”, e.g., file, directory,



database table, etc. Similarly, each domain-model element is
of a certain type, e.g., service, collection, or data entity. We
assume that each type on each side corresponds to a unique
type on the other side. In the example above, the three types
on each side correspond to the three types on the other side,
in order. Intuitively, the type of an element represents the role
the element plays in the application or domain-model. It is
the responsibility of the developers who use our approach
to identify sets of corresponding types in the two sides, and
to remove from consideration elements that are not of these
identified types. Also, clearly, in any ideal match each element
on each side will be matched only with element(s) of the same
type on the other side.

We first explain the textual aspect of the matching process.
We use the term pair to mean any pair of the form (ai,mj),
where ai ∈ A and mj ∈ M. For each pair (ai,mj), we
assume that we are given a “raw” similarity score rij , which
is a real value between 0 and 1. This represents the intrinsic
textual similarity between ai and mj , independent of other
elements of A and M. For instance, these scores could be
determined by representing each application element and each
domain-model element as term-frequency vectors such as tf-
idf, and by using a vector similarity measure such as cosine
similarity. Figure 2(c) shows the raw similarity scores for
certain pairs of elements in our case study, computed using
soft-tfidf [19].

We next explain the relational aspect of the matching. For
simplicity of discussion, we assume for now that we are
given a single application relationship RA, which is a binary
relation on the set A. For instance, the workflow depicted
in Figure 2(a) is a graph representation of the relationship
{(a1, a1), (a1, a2), (a2, a2), (a2, a7), (a7, a7), (a1, a7), . . .}.
Similarly, we assume that we are given a domain-model
relationship RM , which is a binary relation on the set M.
Figure 2(b) is a graph representation of such a relationship.
We use the notation aiRA aj to mean (ai, aj) ∈ RA, and
miRM mj to mean (mi,mj) ∈ RM . We assume that RA and
RM correspond to each other, in the same way that the types
on the two sides are assumed to correspond to each other. For
instance, both relationships may be workflow relationships,
or both may be ‘hierarchical’ relationships. Note that in a
hierarchical relationship, files would be related to directories,
and services to collections.

We require that the given relationships be partial orders.
That is, viewed as mathematical relations, they need to be
reflexive, anti-symmetric, and transitive. Alternatively, when
viewed as graphs, they need to be acyclic.

The objective of our optimization formulation is to take
into account the textual similarities and relationships on the
two sides to output a solution. A solution is an assignment
of a “final” similarity score fij between 0 and 1 to each pair
(ai,mj), where ai ∈ A and mj ∈M.

Once a final solution is obtained, a list of pairs of the form
(ai,mj) can be identified and emitted as the final matching,
using a user-parameter k and one of two possible modes. In
the “A2M” mode, for each application element, we identify

the top-k most similar domain model elements according to
the final scores. Alternatively, in the “M2A” mode, for each
domain model element, we identify the top-k most similar
application elements again according to the final scores.

One naive solution is to set fij = rij for all i, j, so that
the final matching is based on the textual similarities alone
ignoring the relations. The raw scores in Figure 2(c) show
that ‘disambiguation’ using textual similarities alone is not
always possible. We now provide an intuition behind the final
solution that we seek using the knowledge of relationships.

Note that each matching pair can be imagined as an edge
connecting an application element and a domain model ele-
ment. Observe in Figure 2(a-b) that the matching edges are
“parallel” when we consider the two workflow relationships.
Intuitively, the matching edges respect the ordering of the
nodes in the partial orders on the two sides. Since pairs with
higher final scores are more likely to be chosen as matching
edges, we seek a final solution that avoids assigning high
scores to pairs of edges that are “not parallel”. We formalize
the notion of parallelism and our objective function in the next
two subsections.

B. Key notions: Parallelism and crossing

We say that two pairs (ai,mj) and (ak,ml) are parallel iff
(a) aiRA ak and mjRM ml, or (b) akRA ai and mlRM mj .
Any pair (ai,mj) is not considered parallel to itself.

Consider the ‘good’ matching pair (a1,m1) in Figure 2(a-
b). The other ‘good’ matching pairs (e.g. (a2,m2), (a7,m7))
are parallel with it, as are some ‘bad’ pairs (e.g. (a1,m2) and
(a2,m3)).

We say that two pairs (ai,mj) and (ak,ml) are crossing iff
(a) aiRA ak and mlRM mj , or (b) akRA ai and mjRM ml.
No pair (ai,mj) is considered as crossing with itself.

Note that in Figure 2(a-b), no two ‘good’ matching pairs are
crossing. Also, the ‘good’ pair (a3,m3) crosses some ‘bad’
pairs such as (a7,m1). Finally, the ‘good’ pairs (a2,m2) and
(a3,m3) are neither parallel with each other, nor are they
crossing.

C. Our optimization formulation

We now formally present our optimization objective for
matching using the notion of parallel and crossing edges.

If {fij | ai ∈ A,mj ∈ M} is a candidate solution (i.e.,
an assignment of final scores to the set of all pairs), then we
define the quality Q of this candidate solution as:

Q({ai,mj , rij , fij}, RA, RM ) =

α

 ∑
i,j,k,l | (ai,mj) and (ak,ml) are parallel

rijrklfijfkl


−β

 ∑
i,j,k,l | (ai,mj) and (ak,ml) are crossing

rijrklfijfkl


−γ

 |A|∑
i=1

|M|∑
j=1

(fij − rij)2


(1)



Intuitively, the quality captures the three aspects of a good
matching. The first component of the term above is a reward
for parallel pairs (ai,mj) and (ak,ml) with high final scores.
The reward is more when raw scores for the pairs are more.
The second component is a penalty on crossing pairs with
high final scores. Again, the penalty is more when the raw
scores are more. The third component is a closeness term,
that penalizes pairs whose final scores are very different from
their raw scores. This term ensures that solutions correlate
with given raw scores to the extent possible. The three terms
are weighted appropriately with parameters α, β, γ ≥ 0. The
weights may be provided by the user or estimated using gold-
standard matches, as we explain in Sec V.

The optimization task is to search for the final solution with
the best quality final scores. In this discussion, we first focus
on the “A2M” mode, where the task is to find matches for
application elements.

Any solution has to satisfy certain constraints to be legal.
First, the scores need to be non-negative. Our second constraint
is that

∑|M|
j=1 fij ≤ 1, ∀i ∈ {1, 2, ..., |A|}. This creates a

competition between the candidate domain elements matches
for each application element, and prevents them from taking
high values simultaneously. To make this satisfiable, we also
normalize the raw scores before we use them in the optimiza-
tion process, as follows. For each ai ∈ A, we modify rij for
all 1 ≤ j ≤ |M| such that (a)

∑|M|
j=1 rij = 1, and (b) the

relative ratios of these |M| raw scores are preserved.
The constrained optimization problem mentioned above is

formulated as follows:
arg max

{fij | ai∈A,mj∈M}
Q({ai,mj , rij , fij}, RA, RM )

such that
fij ≥ 0, ∀i ∈ {1, 2, ..., |A|}, ∀j ∈ {1, 2, ..., |M|}
|M|∑
j=1

fij ≤ 1, ∀i ∈ {1, 2, ..., |A|}

(2)

The problem for the “M2A” mode is defined analogously.
The second constraint is changed to

∑|A|
i=1 fij ≤ 1, ∀j ∈

{1, 2, ..., |M|}, and the raw scores are appropriately normal-
ized.

In general, there may be more than one relationship defined
over the application elements as well as over the domain
elements. In such cases, we solve a cascade of optimiza-
tion problems, each defined using one relationship from the
application side and the corresponding relationship from the
domain side. In the cascaded setting, we take the {fij} values
generated as the solution of one optimization problem and
set these as the raw {rij} scores for the next optimization
problem. The solution of the last optimization problem in
the cascade is taken to be the final solution. It is possible
to consider all pairs of corresponding relationships within a
single optimization framework, which is future work.

Note that our optimization problem is an instance of a
quadratic program, where objective function is quadratic and
not concave in general. This means that it may have local

maxima which are not globally maximum. Therefore, in
practice, it may be feasible only to find a locally maximal
solution. We discuss this issue further in Section V-A.

D. Illustrations

We now use the application and domain elements in Fig-
ure 2(a-b), and their ideal matching (indicated by dashed
edges) to illustrate that the ideal matching has higher quality
score than other alternative non-ideal matchings. We use the
raw similarity scores as given in part (c) of the same figure. In
this section, for simplicity of calculations, we assume that all
pairs not depicted in Figure 2(c) have raw similarity of zero.
Assume that the parameters α, β, and γ, have values 2, 2, and
1, respectively.

1) The ideal solution: The quality score for the ideal
solution (indicated using dashed edges in Figure 2(a-b)) can
be obtained by setting fij = 1 for the pairs of elements linked
by dashed edges and by setting fij = 0 for all other pairs
of elements in Equation 1. This score works out to 0.96, as
follows. The pair (a1,m1) is parallel with three pairs that have
non-zero raw and final scores, namely, (a2,m2), (a3,m3), and
(a7,m7). These result in the three reward terms 0.4*0.3*1*1 +
0.4*0.3*1*1 + 0.4*0.5*1*1, which total to 0.44. In a similar
way, the pairs (a2,m2) and (a3,m3) are parallel with two
pairs each, and hence result in two reward terms each. Finally,
the pair (a7,m7) is parallel with three pairs, and hence gives
rise to three reward terms. The total reward value due to all 10
terms above works out to 1.48. There are no crossing penalty
terms in this solution, because no two pairs with non-zero final
scores cross each other. Finally, the closeness penalty works
out to 2.0 (we omit detailed calculations of this). Therefore,
the value of the quality metric for this solution works out to
α1.48 - γ2.0. α being 2 and γ being 1, this evaluates to 0.96.

2) Non-ideal solutions get lower scores: We now consider
a non-ideal solution that appears as good as the ideal solution
if only the raw scores are considered, and show that its quality
score is lower than that of the ideal solution. This non-ideal
solution is the one where pairs (a1,m7), (a7,m1), (a2,m2),
and (a3,m3) get final score 1, and all other pairs get final
score 0. Our quality metric for this non-ideal solution works
out to -4.96, which is much lower than the score of 0.96 for
the ideal solution. This happens because this solution yields
no parallel reward terms, but yields 10 crossing penalty terms
instead.

Finally, we show that the ideal matching gets a higher
quality score than non-ideal matchings with other candidate
workflows as well. Let us consider hypothetically that the
workflow in Figure 2(b) takes the form m1 → m2 → m3 →
m9 → m10 → m7 (while the corresponding application
workflow in Figure 2(a) remains as depicted there). Such
structural differences between two corresponding workflows
occur frequently when an application and a domain model are
independently developed. In this scenario, the ideal solution
still is the set of pairs (a1,m1), (a2,m2), (a3,m3), and
(a7,m7). This ideal solution now gets a quality score of 0.96,
while the non-ideal solution that maps a1 to m7 and a7 to m1



TABLE I
DETAILS ABOUT CASE STUDIES

ERP CRM
Tot Cons Mat Tot Cons Mat

Files 1089 819 323 884 620 80
Directories 258 69 36 84 64 15
Services 1519 1519 243 339 339 86
Collections 630 630 56 160 160 37
# Pairs in manual match 1694 162

Legend for column titles: ‘Tot’: Total number. ‘Cons’: Number considered
in the case study. ‘Mat’: Number that have a match on the other side as per

the manual matching.

gets a quality score of -4.96. (Interestingly, both these solutions
happen to yield the same set of parallel reward terms, crossing
penalty terms, and closeness penalty terms with this updated
workflow as they did with the original workflow.)

IV. OUR CASE STUDIES

In this section we describe the two case studies that we use
to evaluate our approach.

A. The ERP (Enterprise Resource Planning) case study

The application that we have selected for this case study is
JAllInOne [14], which is a large, real Java ERP application. We
described various aspects of this application in Section II. The
version of this application that we use, which is 0.9.21, has a
total of 1089 source code files, organized in 258 directories.
Of these, we consider for our studies only the files that contain
“business logic” (as opposed to purely technological artifacts).
There happen to be 819 such files, in 69 directories. The
domain model that we have used in this case study is SAP’s
ERP domain model [9]. A fragment of this domain model was
shown in Figure 1.

We refer the reader to Table I. The columns under the
“ERP” category contain key numbers about this case study.
The meanings of these numbers are mentioned in the legend
below the table. Recall, as mentioned in Section II that in
SAP’s domain models a collection is a grouping of related
services.

1) Manual Matching: To serve as a ground truth to eval-
uate our tool’s output, we have manually produced an ideal
matching from JAllInOne source files to ERP domain model
services. We did not have to do this activity from scratch. As
part of previous work by our group [15], a manual matching
from files in JAllInOne to collections in the ERP domain
model was produced as a ground truth. That manual match-
ing, in turn, was produced based on our observed principles
behind doing manual matches, which we had discussed in a
preceding paper [10]. The manual matching has been available
at the following URL: http://www.csa.iisc.ernet.in/∼raghavan/
wcre2013/. For the purposes of the current paper, we refined
that manual matching as follows. For all matching pairs of the
form (f, c) in that manual match, where f is a file and c is
a collection, we manually checked each service s within the
collection c to see if it describes the functionality in file f ,
and if yes, included (f, s) in our current manual matching.

There are a total of 1694 such matching (file,service) pairs in
our current manual matching (this is also indicated in the last
row in Table I). These pairs involve 323 of the JAllInOne
source files and 243 of the ERP domain model services.
These numbers have been shown in the “Mat” (stands for
“participates in manual match”) column under the “ERP”
category in Table I. We had discussed earlier in Section II-B
the reasons behind why many files and services have no
match, and why the remaining (matched) files and services
are matched to many entities on the other side.

2) The relationships: We use two relationships on each
side. The first is the “hierarchical” relationship: On the
application-side this relationship is a subset of Directories ×
Files , where Directories is the set of all directories and Files
is the set of all source files. This relationship captures the
containment of source files within directories (we concern
ourselves only with “leaf” directories that contain files but no
other directories). On the domain-model side, this relationship
captures the containment of services within collections.

The second relationship is the workflow relationship, which
we had discussed in Section II and illustrated using Figure 2.
On the application side, we obtained a workflow for each use-
case of the application, by instrumenting each method in each
source file with a print statement that prints the name of the
containing source file, and then by driving the application
manually through all its use-cases via the UI. Figure 2(a)
depicts an example application-side workflow.

Ideally, any domain-model should explicitly name all use-
cases envisaged by it, and should also provide the partial
ordering of services that are required to fulfill each use-
case. Unfortunately, to the best of our knowledge, the SAP
domain model does not provide this information. Therefore,
we created a set of workflows for the ERP domain model
manually. One of the workflows that we created is depicted in
Figure 2(b). This activity was a time consuming task, taking
many person-days of effort. It was based on the descriptions
of the services, and also on input-output information given
for each service in the domain model in the form of a
WSDL (Web Service Definition Language) specification. These
specifications helped us manually infer the dataflows (and
hence workflow ordering) between services. A large number
of workflows can potentially be made from the domain-model
in this way. To keep thing feasible, we created about 39
workflows, corresponding to 39 use-cases.

The first row in Table II gives information about the
application and the model workflows. The meanings of the
columns are explained in the legend below the table.

B. The CRM case study

Our second case study is in the CRM (Customer Rela-
tionship Management) domain. The application that we have
selected for this case study is CentraView [4], version 2.1.4,
which is a large J2EE based web-application. The domain
model is SAP’s CRM domain model [9]. Key statistics about
this application and domain model are provided in columns
“Tot” and “Cons” under the “CRM” category in Table I (the



TABLE II
DETAILS ABOUT WORKFLOWS

Num. workflows Files in Services in
workflows workflows

Appl Model Sim Tot Mat Tot Mat
ERP 28 39 26 103 90 180 145
CRM 19 10 5 46 29 47 24

Legend for column titles: ‘Appl’: Num. workflows in the application.
‘Model’: Num. workflows in the model. ‘Sim’: Num. of workflows on each

side that have a similar workflow on the other side (for instance, the
workflows in parts (a) and (b) of Figure 2 can be said to be similar). ‘Tot’

(under “Files in workflows”): total number of distinct source files that occur
in the 28 application-side workflows. ‘Mat’ (under “Files in workflows”):
total number of files among these that have a matching service as per the

manual match. “Tot” and “Mat” under the “Services in workflows” category
provide analogous numbers about the services in the domain-model

workflows.

meanings of these columns are the same as with the ERP case
study).

For this case study we had to create a manual match (i.e.,
a ground truth) from scratch. This manual study contains
162 matching (file,service) pairs. Other statistics about this
matching are available in the “Mat” column under the “CRM’
category in Table I.

We used the hierarchical and workflows relationships for
this case study, too. We constructed the workflows in the same
way as we did for the ERP case study. The details about the
workflows are available in Table II, in the “CRM” row.

V. IMPLEMENTATION AND EMPIRICAL EVALUATION

A. Implementation

Due to space constraints, we give a high-level sketch of our
implementation. Our optimization approach requires a “raw
similarity” rij to be provided between each application-side
element ai and each model-side element mj . For this, we
use standard Vector Space Modeling (VSM) techniques to (1)
represent each file, directory, service, and collection as a tf-idf
vector. Then, (2) we update the tf-idf vector of each element
(in both the application-side and the model-side) using a linear
combination of the tf-idf vectors of this element’s parents as
well as children according to the hierarchical relationship.
This is an idea that we have borrowed from a previous
approach of ours [15]. Intuitively, this step of term propagation
gives more “context” to tf-idf vectors of individual elements
by letting them inherit term frequencies from neighboring
elements on the same side (application/model). Then, (3) we
compute similarities between tf-idf vectors of all application-
side, model-side element pairs using the sotf-tfidf similarity
metric [5], and use these similarities as the raw similari-
ties for the optimization formulation. Note that the soft-tfidf
computation between two tf-idf vectors uses an underlying
syntactic similarity measure (between tokens) as a sub-routine.
However, as a case-study specific optimization, we override
this routine for certain pairs of corresponding “verbs” on the
two sides (e.g., “create” and “insert”), and manually set their
similarity value to 1.0. There were four such pairs of verbs

for the ERP case study, and four more pairs for the CRM case
study.

We have implemented the steps mentioned above in Java.
For more details of these steps, we refer the interested reader
to our previous paper [15], where we spell out various details,
including what terms we collect from each type of source and
model element, how we tokenize and stem terms, the user
parameters that are specifically used to tune the computation
of the soft-tfidf values, etc.

For performing the actual optimization we use Matlab. Since
our objective function is non-linear and non-concave, we use
the “quadprog” solver of Matlab, with the “active set” method.
In general, this method finds a locally optimal solution, and
not necessarily a globally optimal solution. However, since we
feed the raw similarities as the “initial” point to Matlab from
where it starts its search for a local optimum, the final solution
it finds is guaranteed to have a higher value for the objective
function than the raw similarities themselves.

B. Choosing values for user parameters

In this part, we describe how we find suitable values for the
user-parameters that our approach needs, namely α, β, and
γ (see Section III-C). It is noteworthy that most IR-based
approaches use a number of user-parameters, just like our
approach. Our recommendation to an end-user of any such
approach would be to first construct a ground-truth manually
for a small subset of their full data set, then “learn” good
parameter values using this subset ground-truth, and then use
these learned parameter values when applying the automated
approach on the full data set. For our empirical studies in this
paper, we adopted the same advice. We identified a small sub-
set of each of our two “full” manual matches (see Section IV),
with the intention of treating these as subset ground truths.
From the full ERP manual match, which had 1694 matching
pairs (involving 343 files and 243 services), we identified a
subset of 435 matching pairs, which happened to involve 64
files (in 9 directories) and 72 services. Similarly, from the
full CRM manual match, we identified a subset containing 68
matching pairs, involving 21 files and 28 services.

We then ran our approach with various different combina-
tions of values of the user-parameters mentioned above, by
fixing a small set of candidate values for each parameter.
For each of our two the case studies, we tried runs using
around 35 different combinations of parameter values. We
call a combination “better” than another if for most values
of recall, the first combination gives higher precision than the
second combination for the same value of recall wrt the subset
ground truth.

Our finding from these runs was surprising. Independent
of which of the two case studies it was, and independent of
which relationships (workflow/hierarchical/both) were being
used, the best combination of parameter values was almost
always α = 20, β = 5, γ = 0. Therefore, in all experiments
that we discuss below, we use these values for the parameters.

Notice that in our case studies, the parallelism reward factor
α happens to play a bigger role than the crossing penalty factor
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Fig. 3. Our approach, ERP case study

β, and that the closeness penalty γ was best left out entirely.
We did some investigation into why the closeness factor (i.e.,
γ) was not useful in identifying good matchings. The reason, it
turned out, was that the raw scores (computed using soft-tfidf )
were often of poor quality, in the sense that they correlated
poorly with the ideal (manually identified) matching. This
is in spite of our previous efforts [15] to tune the soft-tfidf
computation to make it give as good results as possible. The
main reason why the raw scores are of poor quality is the
large degree of mismatch in terminology between the domain
model and the code.

We structure the rest of this section as a set of research
questions (RQs), along with our answers to these questions.
For detailed information about our experiments, including
values used for user parameters related to the raw similarity
computations, the actual raw similarities and final similari-
ties obtained between all pairs of elements, and the manual
matching, we refer the interested reader to the following URL:
http://www.csa.iisc.ernet.in/∼raghavan/icsme2016/.

C. RQ 1: What is the precision and recall of our approach?

We refer the reader to Figure 3. The “Baseline” plot (i.e.,
the lowermost plot) shows results obtained using soft-tfidf
similarity scores between the tf-idf vectors of all pairs of files
and services. Each point on the plot represents precision and
recall (wrt the full manual match) for a certain value of the cut-
off k, with k = 1 being the leftmost point in the plot, k = 2
being the next point, and so on. For the sake of uniformity we
use the “A2M” mode in all our experiments. Under this mode,
k = 1 means that for each source-file ai we emit one service
mi (the one with the highest similarity value with ai); k = 2
means that for each file the two topmost similar services are
emitted, and so on. Again, for uniformity, we use a maximum
value of k = 50 in all our plots.

The remaining three plots in the figure show results from
our approach, when only the hierarchical relationship is used
on both sides, when only the workflow relationship is used on
both sides, and when both relationships are used in a cascaded
form (as discussed in Section III). It is noteworthy that in all
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Fig. 4. Our approach, CRM case study

our experiments, increasing k to values above 50 resulted in
very little extra recall.

Our approach gives satisfactory results. It is difficult to get
excellent results in our setting, due to the challenges posed
by the imperfectly matching domain model and application;
these challenges were discussed in detail in Section II-B.
Clearly, our approach can be very useful in practice, because it
outperforms the tf-idf baseline handily. The baseline delivers
precision of around 8% and recall of around 50% at k = 50.
Whereas, our “combined” run delivers precision of around
18% and the same recall of 50% at k = 20. What this means
is that to get the correct matches for 50% of the files, a user
would need to inspect the top-50 suggested services for each
file with the baseline approach, but only the top-20 services
with our approach. Furthermore, the baseline approach could
not give recall above 58% at all, at any level of precision.

Figure 4 gives similar results for the CRM case study. In
this case the improvement of our approach over the baseline
is a little less striking.

D. RQ 2: What is the running time of our approach?

The optimization step in our approach using matlab takes
significant time. For the ERP case study, our approach took
around 2 hours with the hierarchical relationship alone, around
2:20 hours with the workflow relationship alone. When both
relationships were cascaded, the approach took 2 hours for
the hierarchical relationship, and then about 1 hour for the
workflow relationship. We feel the workflow relationship took
less time this time because of starting with a better set of raw
scores (i.e., the final scores from the hierarchical relationship).
With the CRM case study, the corresponding numbers were 45
minutes, 5 minutes, and 45+3 minutes. In contrast, the baseline
approach took less than a minute with each case study. The
machine we have used for all our runs has an Intel i7-6600
processor, and 32 GB of RAM.

Our approach is not fast. However, model-to-code matching
is not a day-to-day activity. We believe developers would
be happy to let a tool spend a few extra hours if it is
going to let them save a lot of subsequent manual inspection
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Fig. 5. Our current approach compared with our previous approach [15]

effort. Furthermore, industry-scale optimization software such
as Cplex [6] and Gurobi [11] can be expected to be much
faster than Matlab.

E. RQ 3: How does our approach compare with previous
approaches?

We now compare our approach with two recent (non-
baseline) previous approaches for the same problem. The first
approach was proposed by our group [15]. This approach
uses application-side relationships, but not model-side rela-
tionships. The second approach [21] uses relationships on
both sides. However, it is geared towards scenarios where the
application and model are co-developed, which means they
would resemble each other to a great extent terminologically
as well as structurally. We describe both approaches in more
detail in Section VI.

Our existing implementation of our previous approach iden-
tified matching collections for each source file. We have now
modified it to find matching services for each source file in
order to make the comparison fair and uniform. Note that since
services are finer-grained than collections, it is harder to find
a good set of matching services for a file than a good set of
matching collections. We use only the hierarchical relationship
in this comparison. This is because the previous approach
happens to give poor results with the workflow relationship.
The previous approach also needs as input “raw similarities”
between every pair of application-side element and model-side
element. To obtain these raw similarities, we used the exact
same approach as we described above in Section V-A, except
that we omitted Step (2) (term propagation). This was because
the previous approach performs term propagation anyway as
one of its steps (using the given raw similarities).

Figure 5 summarizes the comparative performance of the
two approaches. The two “lower” plots in the figure depict
the performance of the two approaches on the CRM case
study, while the two “upper” plots in the figure depict the
performance of the two approaches on the ERP case study.
With both case studies it can be noted that our current
approach out-performs our previous approach. It can also be
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Fig. 6. Our current approach compared with that of Peng et al. [21]

noted that the previous approach outperforms the baseline
(which was depicted in Figures 3 and 4) slightly on the
CRM case study and significantly on the ERP case study. The
running time of the previous approach was less than a minute
on both case studies, as it involves only a fixed number of
iterative propagations, and not a search for any kind of optimal
solution.

Regarding Peng et al.’s approach, we have implemented this
approach for our evaluation. We use both the hierarchical and
the workflow relationships together (i.e., “combined”) in this
comparison. For the raw similarities that this approach also
needs as input, we inputted the exact same raw similarities that
we used for running our approach. The results are depicted in
Figure 6. Here, the two “upper” plots in the figure are for
our approach, on the two case studies, while the two “lower”
plots are for their approach, for the two case studies. Again,
it turns out that our approach out-performs the approach of
Peng et al. by a substantial margin on both the case studies.
And Peng et al.’s approach happens to be much slower than
ours (even though it does not search for an optimal solution).
It took about 5:30 hours on the CRM study. We decided to
terminate it after about 14 hours of running on the ERP case
study. (The ERP plot for their approach in Figure 6 is still
meaningful, in that it corresponds to the partial matching that
had been identified up until the point when we stopped the
computation. )

Both the approaches mentioned above use certain user-
provided parameters. We “learned” good values for these
parameters like we did for our approach, using a number of
runs of the respective approaches using our subset manual
matches as a ground-truth. We provide more details about
this process at the same URL mentioned above, namely,
http://www.csa.iisc.ernet.in/∼raghavan/icsme2016/.

F. Threats to validity

Our empirical results do have a few threats to validity. The
first is that our ground-truth manual matchings have not really
been validated by outsiders. We have tried to encourage such
a validation by putting up publicly a couple of years ago



our manual match from our previous work [15]. Recall that
our current ERP manual match is based on the corresponding
previous manual match. Note that validating a manual match
is a non-trivial task, which requires good knowledge of the
application and of the domain model. The second threat is
regarding user-parameter values, for our approach as well
as for previous approaches that we compare our approach
with. While we have indeed tried to “learn” good values by
running each approach a large number of times and comparing
results using the subset manual match, it is possible that
upon more elaborate tuning efforts either our approach or
other approaches could do better than they have done in our
studies. A third threat is that we have evaluated our approach
using only two relationships, of the multiple possible candidate
relationships. A related point here is that when a domain model
that a user wishes to use does not explicitly provide a sufficient
number of relationships, then the user would need to put in
manual effort to create relationships to give as input to our
approach.

VI. RELATED WORK

The problem of identifying elements of code that match
elements of a given text document (or that match documents
in a given corpus) has been studied very widely over the last
14 years or so. This problem has been called by various names
such as “feature location” in code, “concept location” in code,
recovering “traceability links” between code and documents,
and so on. We focus on certain representative Information
Retrieval (IR) based approaches [1], [17], [25], [8], [15], [20],
[21] in this discussion. We refer readers to a recent survey [7]
for a fuller discussion of related work. The first two approaches
mentioned above [1], [17], which are seminal approaches
in this area, do not use relationships at all. The remaining
approaches (except that of Peng et al. [21], which we discuss
later), all make use of application-side relationships, but ignore
model-side relationships. Among these approaches, other than
the approach of Eaddy et al. [8], which uses a conjunction of
multiple underlying techniques, the other approaches all are
based on the same intuition. This is to iteratively update the
similarity score of a each pair (ai,mj) using the similarity
scores of the neighbors of ai (according to application-side
relationships) with the same model element mj .

The basic underlying intuition of the previous researchers
is that neighboring code elements are likely to match the
same model-side element. This intuition happens to be valid
when one is matching coarse-grained domain-side elements,
such as features [25], concerns [8], use cases [20], or service
collections [15], with finer grained model-side elements, such
as source files. In contrast, our basic observation is that when
model-side elements are at a similar level of granularity as
code-side elements (e.g., services on the model side and files
on the application side), then neighboring code elements are
(1) less likely to match with the same model-side element, and
(2) more likely to match with distinct model-side elements that
are themselves neighbors of each other (as illustrated, e.g., in
Figure 2). At the same time, it is notable that our flexible

notion of parallelism is able to address both scenarios (1)
and (2) in a unified manner.

The approach of Peng et al. [21] is perhaps the most
closely related one to our approach. They (a) make use of
corresponding relationships on both sides, and (b) address
the scenario where model-side and code-side elements are
at similar levels of granularity. However, in contrast to our
approach, they do not use an optimization formulation to find a
good matching. Rather, they first find an initial “seed” of high-
confidence matched pairs using IR-based techniques. Then,
this matching is expanded by iteratively adding other pairs to
it. In any iteration, a pair (ai,mj) is added to the matching if
the pair has good syntactic similarity, and a certain minimum
number of neighbors of ai (this threshold is decreased with
each passing iteration) are already matched with corresponding
neighbors of mj in the current matching in hand.

We feel that our optimization formulation is a more prin-
cipled and natural formulation when compared to Peng et
al.’s iterative approach, because it directly aims to maximize a
natural quality metric for matchings. In fact, none of the other
approaches mentioned above in this section provide a natural
characterization of the matching that they identify. The other
key advantage of our approach is that due to our central notion
of parallelism, two subgraphs (e.g., workflows) on the two
sides that represent similar concepts can be found as matching
by our approach even if they are not fully structurally isomor-
phic. This phenomenon can be expected to occur frequently
when an application and a domain-model are independently
developed, as we had illustrated in Section III-D2. In contrast,
Peng et al.’s approach turns out to be much more strongly
oriented towards looking for isomorphic subgraphs.

There have been a number of reported approaches that solve
the “code search” problem, of which we cite a sampling [12],
[18], [24]. In this problem, matching code elements need to
be found for a given single textual element (i.e., a “query”).
This problem is quite different from the problem addressed
by the approaches mentioned above, where a set of textual
elements are simultaneously given, and where relationships
between these model-side elements can be leveraged to obtain
better results.

Our idea to use optimization was originally inspired by the
work of Talukdar et al. [22]. Their problem was, given a set
of labels, and a partially labeled undirected graph, to label the
remaining nodes in the graph. Their optimization objective
is different from ours. They have a closeness term in their
formulation; however, their graphs are undirected, and so there
is no notion of parallelism or crossing.
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